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Abstract- This paper describes a novel control architecture for autonomous robots, called 
"Cerebellar Adaptive Modular Behavior" (CAME). A CAME controller is a dynamical 
system of behavior-oriented modules, similar in principle to the subsumption architecture. 
The behavior of the robot is emergent from the interaction of these modules. Neural network 
units (based on the CMAC) are added to allow the discovery of some contml parameters 
from the environment and to suppress unproductive behavim·s. The application of CAME to 
the control of a simulated mobile robot is described. The robot is able to quickly adapt itself 
to its environment, performing simple search and obstacle avoidance strategies successfully 
in order to traverse its environment towards a target point. 
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1 Introduction 

Autonomous robots which can survive in unstructured 
environments without continuous human guidance are 
difficult to control. Unlike the typical factory robot 
they may have to negotiate environments which are 
complex, changeable, full of obstacles and possibly 
hostile. The design of controllers for these robots is 
challenging because they require some degree of "in-
telligence". It is made more difficult by the limited 
computational power of practical control hardware-
conventional microprocessor systems are often not ad-
equate to implement the algorithms we want in real 
time. 

A good example of such a system is NASA's six-
wheeled robotic rover, scheduled to be placed on the 
surface of Mars in July 1997 as part of the Mars 
Pathfinder project [8]. The rover has to be partly au-
tonomous because of the large communication delay 
between earth and mars1 . The rover must navigate 
between waypoints specified by an earthbound opera-
tor, avoiding obstacles along the way. The rover's CPU 
is an Intel 8085, a simple microprocessor with limited 
computational power. 

An emerging paradigm for the design of "smart" 
controllers is that of "modular behavior". The idea is 
that the controller contains modules which each per-
form some simple task oriented function. The overall 
behavior of the robot emerges from the interaction of 
these modules, rather than being specified explicitly. 

For example, Brooks' subsumption architecture [5, 
6] consists of a network of state machines and timers 
that each implement some simple behavior. State ma-
chine outputs can be combined so that the output from 
one suppresses that of another. In this way higher 

1The time delay is between 6- 41 minutes. 

level modules take over when the lower levels are inad-
equate to the task. The subsumption architecture has 
been used to make robust controllers for wheeled and 
legged robots, though the network has to be carefully 
constructed to get the desired behavior. 

Another example is Beer's artificial insect [3, 4]. It 
is a hexapod robot that is controlled by an artificial 
nervous system made up of about 80 biologically real-
istic neurons. The neural network is designed rather 
than trained: it contains groups of neurons dedicated 
to particular tasks (such as leg control), which interact 
to achieve overall coordinated movement. The robot is 
capable of walking with various gaits and performing 
simple tasks such as wall following and food finding . 

These two examples, though different in implemen-
tation are similar in principle: they are designed from 
the bottom up, by adding units that interact with the 
existing structure to create new behavior. 

Such systems are constructed especially to survive in 
their environments. They are not smart in the sense 
of classical AI-that is they do not perform high level 
planning and problem solving2 • Instead they are smart 
in the sense that simple animals like insects are smart: 
able to survive in and interact appropriately with their 
environments. 

In this paper a controller architecture called "Cere-
bellar Adaptive Modular Behavior" (CAMB) is de-
scribed which builds on and extends these two 
approaches3 . CAMB is a set of tools and guidelines 
for the construction of autonomous control systems. 
The balance of this paper describes CAMB in detail, 
demonstrating its application to the control of a sim-
ulated mobile robot. 

2It has been argued [3) that classical AI techniques are not 
robust and can not make systems with much "common sense" . 

3CAMB also uses elements of previous work described in [14). 
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Figure 1: The simulated mobile robot in its test en-
vironment. 

2 Overview 

2.1 The mobile robot 

The control problem considered here is to drive a simu-
lated two wheeled mobile robot to a target point in an 
indoor environment, avoiding obstacles. The robot is 
shown within its test area in figure 1. The test environ-
ment is 5m by 5m and the robot body is a 0.4m x 0.4m 
square. The robot has 48 sonar sensors which provide 
a 360° range map of the environment, four tactile sen-
sors at the corners of its body, and two virtual sensors 
which measure the direction and distance to the tar-
get. The sonar simulation uses a naive "ray tracing" 
method. The wheels on either side of the body can be 
driven forwards or backwards with a constant torque. 

The robot has a large mass and inertia compared to 
the torque its wheels can exert. This makes the control 
problem dynamical and therefore much harder than 
a typical robot navigation problem. The dynamical 
simulation is simple but reasonably realistic-details 
are given in the appendix. The "environment" that 
the controller observes includes the robot's body shape 
and its physical parameters (like mass), as these things 
also influence how the robot can move. 

2.2 The CAMB controller 

Figure 2 shows the schematic of a controller for the 
mobile robot which illustrates the implementation of 
CAMB principles. The key elements of the CAMB ap-
proach are outlined below, and the details of the exam-
ple controller are given in section 3. CAMB is a hybrid 
Of Beer's and Brooks' approaches, with two important 
enhancements: adaption to the environment via neural 
network learning, and a competitive behavior selection 
mechanism. 
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Dynamical elements. The controller is a network 
of dynamical elements akin to neurons. Each element 
controls some simple behavioral function. The ele-
ments are not all alike, rather they are chosen for ex-
pediency in the design: some are neuron-like, others 
implement logical rules. Almost all elements accept a 
modulating input that affects their operation. 

The system in figure 2 operates in discrete time with 
a time step of 0.05s, to match that of the robot simula-
tion. The controller and the robot being controlled are 
both dynamical systems, and there is a strong coupling 
between the two. 

Behavioral modules (BMs). The dynamical ele-
ments are grouped in BMs, which represent the "reflex 
actions" and higher level reactions of the robot. The 
BMs modulate each other: the behavior of the robot 
emerges from the interaction of the BMs. The modula-
tion input to a BM is mostly in the form of excitatory 
or inhibitory inputs to its neurons, which influences its 
operation. 

Cerebellar modules (CMs) It can be difficult to 
make the basic controller perform correctly, as the de-
gree of modulation between BMs must be carefully fine 
tuned. Also, a controller tuned for one operatjng envi-
ronment may perform poorly in another. The CAMB 
solution is to augment the basic controller with CM 
neural networks which add extra modulating inputs. 
As the controller operates the CMs are trained to pro-
vide better performance. As described in section 3.2 
the CMs are fast to compute and fast to train, helping 
to satisfy real-time speed requirements. 

Behavior selection Many of the behaviors that the 
controller can perform are mutually exclusive. That 
is, it is not meaningful or profitable for more than one 
behavior in such a group to be activated at a time. 
For example the MC group contains nine neurons that 
each correspond to different motor actions. 

The subsumption architecture selects behaviors by 
having higher levels of behavior suppress lower lev-
els. The CAMB controller uses a more flexible ap-
proach. Behaviors in a mutually exclusive group are 
represented by neurons that are activated using a sim-
ple competition mechanism. Each neuron's input con-
trols the likelihood that its behavior will be activated. 
CMs influence neuron activation based on experience, 
for example by inhibiting the activation of a bchavior 
in a context where it has been previously observed not. 
to profitable. Such groups in the example are MC, DF 
and MM. 

The CAMB controller is designed using heuristic 
methods-there are at present few guidelines for the 
design of such systems. CAMB does not do any kind 
of high level planning or discovery of control strategies. 
In particular it does not optimize any formal perfor-
mance criterion to achieve its behavior. Its repertoire 
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Figure 2: The CAMB controller for the mobile robot. Not all connections are shown, refer to section 3 for 
details. The major behavioral modules are motor control (MC), collision recovery (CR), collision avoidance 
(CA), direction finding (DF), major mode (MM). 
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Figure 3: One of the motor control neurons. 

of possible behaviors is fixed by the designer, as are 
the types of things it can learn from its environment. 
These restrictions can make it easier to build systems 
which exhibit complex behaviors, as is discussed fur-
ther in section 5. 

3 Details of the CAMB controller 
'fhe details of the example controller in figure 2 are 
described here, illustrating the competitive behavior 
selection mechanism. Sections 3.2 and 3.3 describe the 
CMs. 

3.1 Controller structure 
MC: Motor Control. The MC module is a typical 
behavior selection network. It contains nine neurons 
of the form shown in figure 3. LPF is a low pass filter 
which performs 

A. =0.8 

for every 0.05s time step. WTA is a "winner take all" 
module which outputs 1 if this neuron has the largest 
bt of all nine, otherwise it outputs 0. The noise module 

outputs a uniform random number at each time step 
in the range -0.5 ... 0.5. 

Each neuron corresponds to a distinct motor action 
for each wheel. They are each labeled in figure 2 with 
two letters for the left and right wheels (F means a 
forward force is applied to the wheel, B for a backwards 
force and S for none). For example, if the FS neuron is 
the winner it drives the left wheel forward and applies 
no torque to the right wheel. 

The feedback connection from WTA to the input 
provides some hysteresis. Left to itself this network 
jumps between states where each neuron is active for 
a period of time, giving the robot a "random walk" 
type behavior. Excitatory (positively weighted) or in-
hibitory (negatively weighted) inputs to the neurons 
from other BMs encourage or discourage the corre-
sponding motor actions. 

CR: Collision recovery. The four simple neurons 
in this group output 1 if the corresponding tactile sen-
sor collides with a wall, otherwise 0. They are LF 
(left front), RF (right front), LB (left back) and RB 
(right back). Only the most recently activated neu-
ron is allowed to output 1. Each neuron excites the 
MC actions most profitably used to recover from the 
corresponding collision. For example, a left-back colli-
sion excites actions to move forward and to turn right . 
These neurons also send training messages to the CA 
module when a collision happens. 

CA: Collision avoidance. This is a CM with nine 
outputs that takes input from the sonar and wheel ve-
locity sensors. Each output inhibits one MC neuron 
when the corresponding motor action has been found 
to result in an imminent collision in the current sen-
sor context. The CM output for the currently active 
MC neuron is trained upon each collision. When fully 
trained, the CA outputs constrain MC such that only 
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successful non-colliding motor actions can become ac-
tive. 

During training the noise induced random switching 
behavior of the MC neurons helps to take the robot 
into different collision situations, giving the CM a more 
all-round training. 

DF: Direction finding. These three neurons are 
TL (turn left), TR (turn right) and TS (turn stop). 
They are similar to the MC neurons. Input to TL and 
TR comes from a direction error signal that is the an-
gle between the robot's current orientation and some 
desired orientation. TL is excited by a positive input 
error, and it in turn excites three MC neurons corre-
sponding to leftward turning actions. TR is the exact 
opposite. The excitation provided by DF is less than 
the inhibition provided by CA, so that collision avoid-
ance actions take precedence over turning ones. 

TS is excited by one of six CM outputs, depending 
on which MC neurons have been activated by TL or 
TR. The CM is trained to provide more accurate turn-
ing: it prevents large overshoots and undershoots from 
the target angle by exciting TS at appropriate times. 
The OS (overshoot detector) and US (undershoot de-
tector) neurons look at the direction error and the D F 
and MC neurons to determine the training commands 
for the CM, using simple if-then rules. 

MM: Major mode. These two neurons are CT 
(closer-to-target) and WF (wall following). They are 
similar to the MC neurons. They control the major 
behavioral mode of the robot. When CT is active the 
DF module receives as input the difference between 
the target direction and the robot orientation, so it 
tries to align the robot with the target. Also FF is 
excited to encourage the robot to move forward. Thus 
the robot tries to get closer to the target by the most 
obvious route available. CT is inhibited by TD (target 
distance), which outputs 1 when the distance to the 
target has not decreased for some time. 

When that happens WF becomes active. The input 
to D F then comes from the "wall detector" 4 so that D F 
t ries to align the robot with the closest wall on the left. 
Also the MC neurons that turn the robot to the left are 
mildly excited, along with FF which moves the robot 
forward. The result is that the robot tends to follow 
t he wall to its left. This is done to seek another part 
of the environment where the CT strategy can again 
be successful. WF is inhibited by LW (leave wall) that 
outputs 1 when the relative direction to the target has 
passed from greater than to less than 60°, implying 
that the robot has gone around a barrier and is now 
in a new area where CT might be effective. 

CT is also inhibited by a CM that is trained by TD. 
This allows the robot to predict situations where the 
CT strategy will be ineffective and enter WF mode 
quickly. 

4This uses the simple algorithm that the "wall" is perpendic-
ular to the direction of the closest sonar point. 
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Figure 4: An example two input CMAC network. 

Lastly, the FT (found target) neuron greatly excites 
SS (stopping the robot) when the distance to the target 
is less than a threshold. 

3.2 The CMAC 

The CM is based on the CMAC5 neural network [12]. 
The basic operation of a 2-input CMAC network is il
lustrated in figure 4. It has three layers, labeled 1. .. 3 
in the figure. Layer 1 contains an array of "feature 
detecting" neurons Yij for each input Xi. Each of these 
has a nonzero output only for values of xi in a lim-
ited range. For any input a fixed number of neurons 
in each array will be activated (5 in the example). 
Layer 2 contains nw association neurons aij ... which 
are connected to one neuron from each input array 
(YI i, Y2i, ... ) . Each of these has a nonzero output only 
when all its inputs are nonzero. They are usually or-
ganized so exactly na are activated by any input (also 
5 in the example). Layer 3 contains the output neu-
rons, each of which computes a weighted sum of all 
association neuron outputs, i.e.: 

Zi = 2:::::: Wijk ajk 
jk 

In practice only na weights need be summed, thus 
the output can be computed quickly. The CMAC is 
trained by incrementing the na activated weights so 
that the outputs zi come closer to their desired values 
di, i.e.: 

where .6.(::::; 1) is the learning rate constant. 
Typically the outputs of layer 1 neurons are bi-

nary (1 if the input is in range, otherwise 0) and the 
layer 2 neurons implement a logical AND, resulting in 
an overall input to output mapping that is piecewise 

5 Cerebellar Model Articulation Controller. 
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Figure 5: (a) Traditional CMAC training, (b) CM 
training using an eligibility record for each weight, (c) 
An example of training using method 1. 

constant6 . This makes the CMAC's software imple-
mentation especially fast. 

As shown in figure 4 not all possible association neu-
rons need to be included. Instead they are distributed 
in patterns which conserve weight parameters without 
degrading the local generalization properties too much 
(see [7] for details). 

To reduce the memory consumed by the weights 
Wijk, it is usual to take the actual weight index (in a 
logical memory space) and hash it into an index into a 
smaller physical memory. This means that some asso-
ciation neurons share weights, thus the network is not 
a.<; flexible. If the CMAC is just trained over a por-
tion of its input space (e.g. a one dimensional path) 
then the hashing scheme can reduce the weight stor-
age requirements without degrading the network's per-
formance TJiuch (hashing collisions appear as apparent 
noise in the output). The CMAC's main advantage 
over other neural networks is its speed, when mapping 
input to output and training. For a fuller analysis of 
the CMAC's properties see (1]. 

The CMAC wa.<; intended to he a simple model of the 
cerebellum, an area of the brain responsible for modu-
lating muscle movements. Its three layers correspond 
to sensory feature-detecting neurons, granule cells and 
Purkinje cells respectively, the last two cell types being 
dominant in the cortex of the cerebellum. 

3.3 The cerebellar module (CM) 
In the standard CMAC, a training step influences the 
output values in a small region of the input space (fig-
me! 5a). Because of this loml generalization, a CMAC 
must. receive training for (almost) every relevant input 
if it is to lw useful. 

Howc!VC!r, such fn!qnent training opportunitic!s are 
not available within many CAMn modules. For ex-
ample!, the CA module is only trained when the robot 

';!In exl.t•nclecl form of t.he CMAC int.erpolat.es over u .. , input. 
by having; gracl<"llayer I acl.ivat.iou functions ancllayer :.1r" 'urons 
which J>l!rform a producl. of their input.:; (!J] . 

collides with an obstacle. A CMAC trained at just this 
point would be inadequate, as it would not be able to 
anticipate collisions much before they happened. 

To solve this problem, heuristic training schemes are 
used in the CMs. The ba.<;ic idea is that each weight has 
a corresponding "eligibility" value that is a function of 
the activation history of the corresponding association 
neuron 7 . When training is performed the eligibility in-
formation is used to update all the weights, not just 
those that are active for the current input . Thus train-
ing affects the mapping along the recent input trajec-
tory (figure 5h), and infrequent training events can 
have a much larger effect. For a related scheme, see 
(14]. Two training methods are currently used: 

Method 1. The CM output is trained to be function 
of the predicted time to the next training event.. A 
system time T is incremented every time step. Every 
weight Wijk has an associated value tijk which records 
the time (T) when the weight was last accessed. At 
each training event the weights are updated according 
to 

{ 
Wijk 

Wijk t- f(T- tijk) 
if tijk ::=; ts 

otherwise 

Where t 5 is the time of the last training event ("start" 
time) and f(t) is the eligibility function. An example 
of the output generated by this scheme is shown in fig-
ure 5c (here an output of 0 is black and 1 is white). 
The input trajectory is a diagonal across the input 
space and f(t) = e-kt. Outside the input trajectory 
the output is 0.5 (the initial value), close to the in-
put trajectory it tends to the eligibility function. This 
method requires that many more weights are processed 
during training than the CMAC, but in compensation 
training is performed less frequently. It also requires 
extra storage for the t values. 

The training events provide no information to the 
CM other than the training time. This scheme is used 
with j(t) = e-u in the CA module (where the training 
events correspond to collisions) and the MM module 
(where the training events correspond to inhibition of 
CT by TD). Note that in CA only the output corre-
sponding to the currently active MC neuron is trained. 

Method 2. This is similar to method 1 except that 
the training command contains an error value for each 
output., which is used to update the weights according 
to: 

fJ.. R j(T- t ··.) 
k 1. t)n. 

'Wijk t- 1/Jijk + I . 
n" 

when! f(t) is a function that describes how the eligi-
bility of a weight decays over time. This scheme is 
used with f(t) = e-A,,I. in the DF module's CM. The 
overshoot. detector trains it with k1 = 0.1 (to excite 

7Eiigibilit.y is biologically n:alisl.ic (though not in the specific 
forms described here), a.~ the HynapHeH of Purkinjl! cells ill the 
cerdH!IIurn (corresponding t.o layer :1 m•urons) kl!ep a chemical 
trace which records their eligibility ror modification [1 a] . 
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Figure 6: Behavior of the robot during the first trial. 
The start position is D, the target is x. 

TS and stop the turn earlier in future) and the under-
shoot detector likewise trains it with k1 = -0.1. In 
both cases k2 = 2.0. 

The CM is thus transformed from a simple memory 
of training values to a predictor: it associates its inputs 
with future outputs that have been necessary in similar 
input contexts. The structure of the three CMs used 
in the robot controller is shown in table 1. 

4 Mobile robot experiment 

Figure 6 shows the initial behavior of the robot when 
trying to reach a target point. To start with all CM 
weights are zero and they contribute nothing to the 
behavior. The robot does not avoid collisions with the 
walls, its turning is inaccurate, and it enters wall fol-
lowing mode only when it has attempted several times 
to get past a barrier. 

The robot's path has a large random component be-
cause the random noise present in many of the con-
t roller's neurons dominates its behavior. This is nec-
essary to take the robot into a variety of situations, so 
it sees enough of its environment for generalized train-
ing. 

Figure 7 shows how the robot has improved after 
the eighth trial. The robot's trajectory is smooth de-
spite the discontinuous control commands because of 
the damping caused by the robot's mass. The events of 
note along this improved path are labeled in figure 7, 
they are: 

1. The starting position. CT is activated by default, 
so the robot starts moving forward and turning in 
the target direction. 

2. CT is inhibited by its CM, which recognizes a po-
sition from which the robot has been unable to 

• • ... ·.---.. --• 
2 5 n ( j ./ , _/ .( ; e 
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Figure 7: Behavior of the robot after 8 trials. The 
start position is D, the target is x. 

get closer to the target. WF becomes active and 
the robot starts to follow the walls to its left. 

3. Collision avoidance behaviors take precedence 
over direction finding ones, allowing the robot to 
successfully navigate through this obstacle course, 
although it does scrape the walls twice along the 
way. 

4. The robot turns to within 60° of the target direc-
tion, so LW inhibits WF and CT is active again. 
The robot heads in the target direction. 

5. This is similar to event 2. 

6. The robot hits an abrupt wall. Many MC neurons 
are inhibited, resulting in a two point turn. 

7. The robot reaches the target, where it is stopped 
by FT. 

The robot's movements are affected by its shape and 
physical parameters such as mass. The robot shape 
is important because it constrains the paths that the 
robot can take. Figure 7 shows the robot has learned 
to compensate for these things and provide reasonably 
good dynamical control. 

Remember that the path taken in this trial is not 
the result of any global optimization process: it is just 
the natural behavior of the robot when its adaptive 
elements have been trained. 

5 Discussion 

CAMB does not require any kind of mathematical 
model of the system being controlled. Instead the de-
signer's own knowledge of how the system responds to 
different commands is used to create the basic CAMB 
controller. Any parameters unknown to the designer 
can be discovered by CMs during operation of the con-
troller. 
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Module Outputs Inputs 
CA 9 48 sonar, 2 wheel velocity 131072 15 
DF 6 1 direction error, 2 wheel velocity 16384 15 
MM 1 48 sonar 65536 30 

Table 1: Parameters for the CMs used in the robot controller. nw is the number of weights used per CM output, 
nn is the number accessed for each output when mapping. 

The heuristic training methods used by the CMs 
have some advantages over more formal techniques. 
They can be trained quickly compared to many other 
types of neural network, even though infrequent train-
ing is used. Also the CM implementation is fast so it 
is not a computational burden to the controller. How-
ever, the CMs are unable to perform global general-
ization, so they can't discover more effective internal 
representations than those they are created with. 

The trajectory achie:ved by the robot in figure 7 is 
not perfect. It does not contain straight paths and 
collides with the walls in two places. For this simple 
robot system it could have been better if we had for-
mulated some measure of "performance badness" and 
then minimized it with a more formal training scheme 
([14, 11]) . However it can be difficult to formulate such 
global performance criterion in more complex systems 
where the designer may only have a rough idea of the 
behavior required. 

The behavior of the CAMB controller is emergent 
rather than exactly specified. This means that there is 
no training goal like "follow this path" , instead the be-
havior we get is what naturally occurs from the inter-
action of the controller's dynamical elements. This has 
the disadvantage that it is hard to get guaranteed per-
formance, as someone from a traditional linear-control 
background would like. The reasons for this are that 
unexpected interactions could occur between behav-
ioral modules, and it is difficult to see what the sys-
tem has learned so it is hard to be confident that it 
will always do the right thing during interaction with 
its complex environment. 

The task of the CAMB controller is to discover low-
penalty actions within the constraints of the behaviors 
that arise from its internal structure. Other reinforce-
ment learning systems such as adaptive heuristic critic 
and Q-leaming [10]8 can discover these low penalty 
actions directly. These other methods are based on 
temporal difference learning [15] which has a strong 
theoretical foundation. Typical implementations rely 
solely on scalar reinforcement signals from the con-
trolled system to train a homogeneous neural network. 
Although in principle they can learn control strategies 
which minimize penalty, in practice their lack of be-
havioral constraints make them slow to converge and 
very computationally intensive to train. 

The CMs take an indirect part in the control pro-
cess, only influencing the selection of behaviors. A 

8 See also (2] . 

possible alternative approach is to have CMs control 
the motor outputs directly, eliminating the intermedi-
ary of the behavior selection networks. However, this 
then requires that the CM training scheme be more 
complicated to reproduce the same variety of behavior 
(see [14] for an example). Nothing is gained by doing 
this. 

6 Conclusion 
This paper has described the CAMB approach to 
designing intelligent controllers for autonomous sys-
tems. A CAMB controller is a dynamical system with 
neuron-like elements organized in behavioral modules. 
A simple competitive behavior selection mechanism se-
lects actions within some modules, and cerebellar mod-
ules (modified CMAC neural networks) provide extra 
modulatory signals which influence this selection based 
on previous experience. 

The approach described involves many heuristic de-
sign decisions, for which there are currently few guide-
lines. It is very much an "evolutionary" or bottom-up 
design approach, as higher level behaviors are built 
upon lower level ones. 

The CAMB approach has been demonstrated with a 
controller that can successfully drive a simulated mo-
bile robot to a target point in its environment, navi-
gating around obstacles and using simple exploratory 
strategies. The controller can allow for the environ-
mental and dynamical parameters of the robot (such 
as its shape and mass) when choosing actions. 

Although the example controller is relatively sim-
ple (one could imagine situations which foil its search 
strategies) the results of this experiment are encourag-
ing and suggest that extra behavioral modules could 
be added to achieve more sophisticated behavior. In-
deed, the CAMB approach can be extended in many 
directions. However it remains to be seen whether such 
emergent-behavior approaches can be implemented on 
a large scale to create smarter autonomous systems. 

Appendix 

The dynamic model implemented in the mobile robot 
simulation is described here. The robot's physical pa-
rameters are given in table 2 They were chosen to 
be physically plausible for a typical experimental mo-
bile robot. It is assumed that the robot's center of 
mass (COM) lies exactly between its two wheels. The 
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M Mass (kg) 15 
I Rotational inertia (kg . m 2 ) 0.4 
e Distance from COM to wheels (m) 0.2 
kv Wheel viscous friction constant 3 
kc Wheel coloumb friction constant 0.1 

Table 2: Mobile robot physical constants 

robot state variables are (x, y, B) (two dimensional po-
sition and orientation angle) and their time deriva-
tives (±, y, 0). Given the forces applied at each wheel 
by the motors (Fe, Fr) and the forces and torques 
caused by the robot's interaction with its environment 
(Ex, Ey,Eo), the state derivatives (x,y,B) are found 
using these equations: 

V :i: cosB + y sinB 

V£ = V -£0 
Vr = V +£0 
!t = Fe- kvve- kc sign(ve) 
fr Fr - kvVr - kc sign( Vr) 
fx Ex+ (ft + fr) cos() 
fy = Ey + (ft + fr) sin() 
fc fx sin() - fy cos()+ MOv 

-kn(Y cos()- x sin B) 

x 1 . 
= M(fx- fcsmB) 

ii = 1 
M(fy + fccosB) 

jj 1 e 
]Eo + I(fr - fe) 

These equations were obtained using a Newton force-
balance approach similar to that in [16). Here v is 
the COM velocity, ve and Vr are the velocities at each 
wheel, h and fr are the forces present at each wheel, 
f x and fy are the force vector components at the COM, 
and f c is a constraint force to prevent slippage perpen-
dicular to the direction of travel of the wheels. The the 
knO term is added to prevent numerical instability, kn 
is an arbitrary constant set to 50 in this case. 

The environment interaction values (Ex, Ey, Eo) are 
computed by assuming the robot's body is a spring 
surface: any wall which impinges inside the body gen-
erates a reaction force and torque. Thus the robot is 
able to collide with object's in its environment in a 
semi-realistic manner. 

An Euler method was used to simulate the robot's 
motion, with a time step of 0.05s. 
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